
185Hypothesis Testing

2009 Elan Guides

HYPOTHESIS TESTING

The null hypothesis
will always include
an “=” sign.

LOS 11a: Define a hypothesis, describe the steps of hypothesis testing, interpret
and discuss the choice of the null hypothesis and alternative hypothesis, and
distinguish between one-tailed and two-tailed tests of hypotheses.
Vol 1, pg 516-519
LOS 11b: Define and interpret a test statistic, a Type I and a Type II error,
and a significance level, and explain how significance levels are used in
hypothesis testing. Vol 1, pg 519-521
LOS 11c: Define and interpret a decision rule and the power of a test, and
explain the relation between confidence intervals and hypothesis tests.
Vol 1, pg 521-525

Hypothesis testing is the process of evaluating the accuracy of a statement regarding a
population parameter (e.g. the population mean) given sample information (e.g. the sample
mean). A hypothesis is a statement about the value of a population parameter developed for
the purpose of testing a theory. Let’s assume that we think (hypothesize) that the average
points scored in each game by a basketball player throughout his career is greater than 30.
First, we would need to get some sample information. Then we would conduct a hypothesis
test on the sample information (average of his scores in, let’s say, 49 randomly selected
games) in order to be able to comment on the accuracy of the statement pertaining to the
population parameter (his average score across all the games that he played in his entire
career).

1. The null hypothesis (H0) generally represents the status quo, and is the hypothesis that
we are interested in rejecting. This hypothesis will not be rejected unless the sample data
provides sufficient evidence to reject it. Null hypotheses regarding the mean of the population
can be stated in the following ways:

  H0 : µ ¢ µ0

  H0 : µ ² µ0

  H0 : µ = µ0

Where:
µ = population mean
µ0 = hypothesized value of the population mean

In the basketball player’s example that we just described, the null hypotheses would be that
the player’s average score is less than or equal to 30 points. Confirmation of our belief (that
his average score is greater than 30) requires rejection of the null hypothesis.

2. The alternate hypothesis (Ha) is essentially the statement whose validity we are trying
to evaluate. The alternate hypothesis is the statement that will only be accepted if the sample
data provides convincing evidence of its truth. It is the conclusion of the test if the null
hypothesis is rejected. Alternate hypotheses can be stated as:

Ha : µ > µ0

Ha : µ < µ0

Ha : µ ¸ µ0
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In our example, the alternate hypothesis is that the player’s scoring average is greater than
30 points. Recall that we are trying to evaluate the validity of the statement that his scoring
average is greater than 30 points.

A hypothesis test is always conducted at a particular level of significance (a). The level of
significance represents the chance that we are willing to take that the conclusion from the
test might be wrong.

Essentially, a hypothesis test involves the comparison of a sample’s test statistic to a critical
value.

      ¶ The test statistic is calculated as:

Example 1: One-Tailed Hypothesis Test

Suppose that the basketball player’s average score in a sample of 49 games is 36 points
with a standard deviation of 9 points. Determine the accuracy of the statement that his
career scoring average is greater than 30 points. Use the 5% level of significance.

Solution

The null hypothesis is the statement that we want to reject (that his average score is less
than or equal to 30), and the alternate hypothesis is the belief whose validity we are trying
to ascertain (that his average is greater than 30).

Therefore:

H0 : µ ¢ 30  The theory that we want to reject
Ha : µ > 30  The theory that we want to validate

Sample statistic - Hypothesized value
Standard error of sample statisticTest statistic =

      ¶ The critical value depends on the relevant distribution, sample size and level of 
significance used to test the hypothesis.

One-Tailed versus Two-Tailed Tests

Hypothesis tests can be either one-tailed or two-tailed. Under one-tailed tests, we assess
whether the value of a population parameter is either greater than or less than a given
hypothesized value. Hypotheses for one-tailed tests can be stated as:

1. H0 : µ ¢ µ0  versus Ha : µ > µ0

2. H0 : µ ² µ0  versus Ha : µ < µ0

When we are testing whether the population
mean is greater than a given hypothesized value.

When we are testing whether the population
mean is less than a given hypothesized value.



187Hypothesis Testing

2009 Elan Guides

The following rejection rules apply when trying to determine whether a population mean is
greater than the hypothesized value.

      ¶ Reject H0 when:
Test statistic > positive critical value

      ¶ Fail to reject H0 when:
Test statistic ¢ positive critical value

Sample statistic - Hypothesized value
Standard error of sample statisticTest statistic =

The critical value at the 5% significance level tells us the number of standard deviations
away from the hypothesized mean, only 5% of observed sample means lie.

Critical value = za = 1.645

The test statistic indicates that the sample mean (36) lies 4.67 standard errors, or standard
deviations of the sampling distribution, away from the hypothesized mean (30). Therefore,
it lies in the region where less than 5% of observed sample means lie. There is a less than
5% chance of observing a sample mean as high as 36 (given the sample size of 49 and a
sample standard deviation of 9), if the population mean is 30. Therefore, at the 5%
significance level, we can reject the null hypothesis, and conclude that the player’s scoring
average across his entire career is greater than 30.

The observed sample’s test statistic (z-score) represents the number of standard deviations
away from the hypothesized mean the sample’s mean lies.

µ0

a = 5%

Reject H0Fail to reject H0

+z-critical

n = 49
s = 9

x

0
30

+1.645 +4.67
36

5% of observed sample means lie more
than 1.645 standard deviations above the
mean.

The test-statistic lies 4.67 standard
deviations above the mean.

The chance of a sample having a mean of
36 (given the sample size of 49 and sample
standard deviation of 9), when the
population mean equals 30 is less than 5%.
Therefore we reject the null hypothesis.

Standardized values
Actual values

In this example, we
want to ascertain
whether the player’s
scoring average is
more than 30.
Therefore, we
compare the test
statistic to the
positive critical value.

IMPORTANT:

The standard error of
the sampling
distribution equals
the standard
deviation of the
sample divided by
the square root of n.
This standard error is
also known as the
standard deviation of
the sampling
distribution. Going
forward we shall use
the term standard
deviation to stand for
the standard error.
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In this example, we
want to ascertain
whether the player’s
scoring average is
less than 30.
Therefore, we
compare the test
statistic to the
negative critical
 value.

Example 2: One-Tailed Hypothesis Test

For the same data that we used in the previous example, assume that the sample has a
mean of 28.5. Evaluate the validity of the statement that the player’s scoring average over
his career is less than 30 points at the 5% level of significance.

Solution

In this case, we want to reject the theory that his average score is greater than or equal
to 30 and test the validity of the claim that his average score is less than 30.

Therefore,

H0 : µ ² 30 �J  The theory that we want to reject
Ha : µ < 30 �J  The theory that we want to validate

Critical value = -za = -1.645

The sample’s test statistic (z-score) represents the number of standard deviations that the
observed sample mean lies away from the hypothesized mean. For the information we
are given, the observed sample mean (28.5) lies 1.167 standard deviations below the
hypothesized mean of 30.

The critical value (-1.645) tells us the number of standard deviations below the mean,
only 5% of observed sample means lie. The test statistic (1.167) lies less than 1.645
standard deviations below the mean. The sample mean lies close enough to the hypothesized
mean for us not to be able to reject the null hypothesis. Therefore, at the 5% significance
level, we fail to reject the null hypothesis.

28.5 - 30
-1.167

µ0

a = 5%

Reject H0 Fail to reject H0

-z-critical

n = 49
s = 9

x

0
30

-1.645 -1.167
28.5

5% of observed sample means lie more
than 1.645 standard deviations below the
mean.

The test-statistic only lies 1.167 standard
deviations below the mean.

The chance of a sample (given the sample
size of 49 and sample standard deviation
of 9) having a mean of 28.5 when the
population mean equals 30 is more than
5%. Therefore we fail to reject the null
hypothesis at the 5% significance level.

Standardized values
Actual values
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The following rejection rules apply when trying to determine whether a population mean is
less than the hypothesized value.

      ¶ Reject H0 when:
Test statistic < negative critical value

      ¶ Fail to reject H0 when:
Test statistic ² negative critical value

Under two-tailed tests, we assess whether the value of the population parameter is simply
different from a given hypothesized value. The hypotheses for two-tailed tests are stated as:

H0 : µ = µ0

Ha : µ ¸ µ0

Two-tailed hypotheses tests have 2 rejection regions. Example 3 will illustrate how two-
tailed hypotheses tests are performed.

Example 3: Two-Tailed Hypothesis Test.

A two-tailed test will be used to determine if the player’s scoring average is simply
different from, or not equal to 30. His scores can differ from 30 in two ways- by being
less than 30 or by being more than 30; hence the two-tailed test. Given that over a sample
of 49 games, the player averaged 33 points with a standard deviation of 9 points, test
whether his career scoring average is different from 30 at the 5% significance level.

H0 : µ = 30 The theory that we want to reject.
Ha : µ ¸ 30 The theory that we want to validate.

At the a level of significance, we want to determine whether the sample mean lies within
za/2 standard deviations from the hypothesized population mean. This leaves a combined
probability of a in the tails.

Critical value = ° za/2 = -1.96 and +1.96

5% of observed sample means lie more
than 1.96 standard deviations away from
the mean, i.e. 2.5% in each tail.

The test-statistic lies 2.33 standard
deviations above the mean.

The chance of a sample having a mean of
33 (given the sample size of 49 and sample
standard deviation of 9) when the
population mean equals 30 is less than
2.5%. Therefore we reject the null
hypothesis.

µ0

Reject H0 Fail to reject H0

-z-critical

a/2 = 2.5%

n = 49
s = 9

x

0
30

-1.96 +2.33
33

a/2 = 2.5%

+z-critical

+1.96

Reject H0

Standardized
Actual
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At the 5% level of significance, the sample mean must lie within 1.96 standard deviations
of the hypothesized population mean for the null hypothesis to not be rejected. If the
sample mean lies beyond either 1.96 standard deviations above the mean or 1.96 standard
deviations below the mean, we cannot conclude that the population mean equals the
hypothesized value, and have to reject the null hypothesis. In this example, our test statistic
(2.33) lies more than 1.96 standard deviations above the mean. The chances of a sample
mean of actually representing the population mean while lying so far away from the
population mean (2.33 standard deviations) are extremely slim (less than 5%). Therefore,
we reject the null hypothesis, and conclude that the player’s career scoring average is not
equal to 30 at the 5% significance level.

Rejection Rules for Two-Tailed Hypothesis Test

      ¶ Reject H0 when:
Test statistic < lower critical value
Test statistic > upper critical value

      ¶ Fail to reject H0 when:
Lower critical value ¢ test statistic ¢ Upper critical value

Notice that in all the examples above we have been very careful to word the conclusions that
we have drawn from the hypothesis tests. The conclusion of any hypothesis test is either the
rejection of the null, or failure to reject the null. For example, we cannot make a statement
like “the null hypothesis is accepted” because it is statistically incorrect to do so.

Type I and Type II Errors

Hypothesis tests are used to make inferences about population parameters using sample
statistics. There is always a possibility that the sample may not be perfectly representative
of the population, and that the conclusions drawn from the test may be wrong. There are two
types of errors that can be made when conducting a hypothesis test:

      ¶ Type I error: Rejecting the null hypothesis when it is actually true.
      ¶ Type II error: Failing to reject the null hypothesis when it is actually false.

The significance level (a) represents the probability of making a Type I error. A significance
level of 5% means that there is a 5% chance of rejecting the null when it is actually true. A
significance level is required in any hypothesis test to compute critical values against which
the test statistic is compared.

If we were to fail to reject the null hypothesis given the lack of overwhelming evidence in
favor of the alternate, we risk a Type II error- failing to reject the null hypothesis when it is
false.

Sample size and the choice of significance level (probability of Type I error) together
determine the probability of a Type II error. Measuring the risk of Type II errors is very
difficult, but to accommodate for the possibility of a Type II error, instead of concluding that
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Decision

Do not reject H0

Reject H0

H0 is True

Correct decision

Incorrect decision
Type I error

Significance level =
P(Type I error)

H0 is False

Incorrect decision
Type II error

Correct decision
Power of the test
=  1 - P(Type II

error)

      ¶ The higher the power of the test, the better it is for purposes of hypothesis testing. 
Given a choice of tests, the one with the highest power should be preferred. This 
statement is fairly straightforward- the test with the highest probability of rejecting
the null hypothesis when it is false should be preferred.

      ¶ Decreasing the significance level reduces the probability of Type I error. However,
reducing the significance level means shrinking the rejection region, and inflating 
the ‘fail to reject the null region’. This increases the probability of failing to reject 
a false null hypothesis (Type II error) and reduces the power of the test.

      ¶ The power of the test can only be increased by reducing the probability of a Type 
II error. This can only be accomplished by reducing the ‘fail to reject the null region’,
which is equivalent to increasing the size of the rejection region and increasing the
probability of a Type I error. Basically, an increase in the power of a test comes at 
the cost of increasing the probability of a Type I error.

      ¶ The only way to decrease the probability of a Type II error given the significance 
level (probability of Type I error) is to increase the sample size.

Relation between Confidence Intervals and Hypothesis Tests

A confidence interval states the range of values within which a population parameter is
estimated to lie. It is calculated as:

the null hypothesis is true, we simply state that the sample evidence is not enough to reject
the null hypothesis at the particular significance level. Since the null is the status quo
hypothesis, not rejecting the null maintains the status quo.

The power of a test is the probability of correctly rejecting the null hypothesis when it is
false.

[ ]( )sample
statistic

critical
value

standard
error

population
parameter- ( ) ( ) ¢ ¢( ) ( )sample

statistic + ]critical
value

standard
error) ( )([

x - (za/2) ¢ ¢µ0 x + (za/2)(         ) (         )

Power of a test = 1 - P(Type II error)
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If the confidence interval is calculated at a 95% level of confidence, there is a 95% chance
that the relevant population parameter lies within the interval. Confidence intervals and
hypothesis test are linked by critical values. In a confidence interval, we state that the
population parameter lies within the interval, which represents the ‘fail-to-reject-the-null
region’ with a particular degree of confidence (1-a). In a hypothesis test, we examine whether
the population parameter lies in the rejection region, or outside the interval at a particular
level of significance (a).

Figure 1: A 95% Confidence Interval for a Two-Tailed Test

-z-critical +z-critical

a a/2a/2

Reject H0 Reject H0Fail to reject H0

x

x -  (z
a/2

) (         ) x +  (z
a/2

) (         )

Example 4: Confidence Intervals

Construct a 95% confidence interval for the basketball player’s career scoring average
if, over a sample of 49 games, he averaged 31 points with a standard deviation of 9 points.
Use this confidence interval to determine whether the player’s career average is different
from 33 points.

Solution

x - (za/2)(        ) ¢ ¢µ0 x + (za/2)(        )

Critical value =  za/2 =  z 0.025 = 1.96

Sample mean = x = 31

+

28.48 ¢ career scoring average (hypothesized population mean, µ0) ¢ 33.52

If the hypothesized
mean (m0) lies within
the confidence interval
we fail to reject the null
hypothesis.

If the hypothesized
mean (m0) lies outside
the confidence interval
we reject the null
hypothesis.
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There is a 95% probability that the population mean lies within this interval given the
sample mean of 31 points. The hypothesized population mean (33) lies within this range.
Therefore, we fail to reject the null hypothesis at the 5% level of significance.

LOS 11e: Explain and interpret the p-value as it relates to hypothesis testing
Vol 1, pg 525-526

The p-value is the smallest level of significance at which the null hypothesis can be rejected.
It represents the probability of obtaining a critical value that would lead to rejection of the
null hypothesis.

For example, consider a two-tailed test where the test statistic is 2.5 and the critical values
are -1.96 and +1.96. From the z-table, we find that the probability of attaining a value greater
than 2.5 standard deviations above the mean is 0.0062. Since this is a two-tailed test, the p-
value equals 2³ 0.0062 = 0.0124. This value tells us that we would reject the null hypothesis
at the 5% level of significance, but not at the 1% level. 1.24 is the lowest level of significance
at which the null hypothesis can be rejected

      ¶ If the p-value is lower than the required level of significance, we reject the null 
hypothesis.

      ¶ If the p-value is greater than the required level of significance, we fail to reject 
the null hypothesis.

-z-critical x +z-criticalµ0

0
31

95%

Reject H0 Reject H0Fail to reject H0

+1.96
33.52

-1.96
28.48

n = 49
s = 9

33

a/2 = 2.5% a/2 = 2.5%

Standardized values
Actual values

Conducting a hypothesis test would also lead us to the same conclusion:

H0 : µ = 33
Ha : µ ¸ 33

-1.5561

The critical z-values at the 5% level of significance are -1.96 and +1.96. The test statistic
(1.556) falls in the range between these two values. Therefore, we fail to reject the null
hypothesis at the 5% level of significance. Note that both the confidence interval and the
hypothesis test offer the same conclusion.
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The table below summarizes everything we have learned about hypothesis testing so far.

Type of test

One tailed
(upper tail)
test

One tailed
(lower tail)
test

Two-tailed

Null
hypothesis

H0 : µ ¢ µ0

H0 : µ ² µ0

H0 : µ = µ0

Alternate
hypothesis

Ha : µ > µ0

Ha : µ < µ0

Ha : µ ¸ µ0

Reject null if

Test statistic >
critical value

Test statistic <
critical value

Test statistic <
Lower critical
value
Test statistic >
Upper critical
value

Fail to reject
null if

Test statistic ¢
critical value

Test statistic ²
critical value

Lower critical
value ¢ test
statistic ¢
Upper critical
value

P-value represents

Probability that lies
above the computed
test statistic.

Probability that lies
below the computed
test statistic.

Probability that lies
above the positive
value of the computed
test statistic plus the
probability that lies
below the negative
value of the computed
test statistic

LOS 11d: Distinguish between a statistical result and an economically
meaningful result. Vol 1, pg 524-525

Sometimes differences between a variable and its hypothesized value are statistically significant
but not practically or economically meaningful. Suppose we are testing a hypothesis that the
returns from a technical trading strategy are greater than zero. If we use a large sample (n)
when conducting the test, our standard error will be small, the “fail-to-reject region” narrower,
and the greater the chance that the null will be rejected. The sample error decreases as sample
size increases, and as sample size increases we can have situations where the null is rejected
even when the sample mean deviates only slightly from the hypothesized value. Even though
a trading strategy might provide a statistically significant return of greater than zero (based
on a hypothesis test) it does not mean that we can guarantee that trading on this strategy
would result in economically meaningful positive returns. The returns may not be economically
significant after accounting for taxes, transaction costs and risks inherent in the strategy.

Even if we conclude that a strategy’s results are economically significant, we should examine
whether there is a logical reason to explain the apparently significant returns offered by the
strategy before actually implementing it.

A larger sample size
reduces size of the
fail-to-reject-the-null
region. It reduces the
probability of a Type
II error and increases
the power of the test.
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Where:
x = sample mean
µ0= hypothesized population mean
s =  standard deviation of the population
n = sample size

LOS 11f: Identify the appropriate test statistic and interpret the results for
a hypothesis test concerning the population mean of both large and small
samples when the population is normally or approximately distributed and
the variance is 1) known or 2) unknown Vol 1, pg 526-534

Hypothesis Tests Concerning the Mean

Tests Concerning a Single Mean

In the process of hypothesis testing, the decision whether to use critical values based on the
z-distribution or the t-distribution depends on sample size, the distribution of the population
and whether the variance of the population is known.

The t-test is used when the variance of the population is unknown and either of the conditions
below holds:

      ¶ The sample size is large.
      ¶ The sample size is small, but the underlying population is normally distributed or 

approximately normally distributed.

The test statistic (t-statistic) for hypothesis tests concerning the mean of a single population
is:

t-stat  =
x - µ0

Where:
x = sample mean
µ0= hypothesized population mean
s =  standard deviation of the sample
n = sample size

In a t-test, the sample’s t-statistic is compared to the critical t-value with n-1 degrees of
freedom, at the desired level of significance. Practically speaking, the variance of the
population is rarely ever known, so the t-test is very popular.

The z-test can be used to conduct hypothesis tests of the population mean when the population
is normally distributed and its variance is known.

z-stat  =
x - µ0

s
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The z-test can also be used when the population’s variance is unknown, but the sample size
is large.

Notice the use of the
sample standard
deviation (s) when
the population
standard deviation
(s) is unknown. This
is acceptable when
sample size is large.
However, note that
use of the t-statistic
in this scenario will
be more appropriate
as it is a more
conservative
measure

Example 7: Hypothesis test

A manufacturer claims that the life of its batteries is normally distributed with a mean of
30 hours. For a random sample of 81 batteries it is observed that the average life of the
batteries in the sample is 29 hours with a standard deviation of 5 hours. Using a 5%
significance level, determine whether the manufacturer’s claims are inaccurate.

Step 1: State the hypotheses

The null hypothesis is the position that is the status quo (the average battery life
of all batteries produced is 30 hours)

H0 : µ = 30

The alternative hypothesis is the statement whose validity we are testing.
(Manufacturer’s claims are inaccurate)

Ha : µ ¸ 30

This is a two-tailed test .

Step 2: State the appropriate test statistic

The population variance is unknown. However, the sample size is large so both
the z-test and the t-test can be applied here. We will work with the z-test in this
example.

z-stat  =
x - µ0

Where:
x = sample mean
µ0= hypothesized population mean
s =  standard deviation of the sample
n = sample size

In a z-test, the z-statistic is compared to the critical z-value at the given level of significance.
Going back to our examples about the basketball player’s career scoring average, the
population variance was unknown. However, because the sample size (49) was large (n ²
30) the use of either test- the t-test or the z-test is appropriate. We know that as the sample
size increases, the t-distribution converges towards the z-distribution. Since the sample size
is large in our examples, the critical values for either test were very similar, and there was
almost an identical chance of rejecting the null hypothesis using either distribution.
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Step 3: Specify the level of significance

We are working with a 5% level of significance so we are accepting that there is
a 5% chance of rejecting a true null hypothesis.

Step 4: State the decision rules

This is a two tailed test so we:

Reject H0 when:
Test statistic < Lower critical value
Test statistic > Upper critical value

Fail to reject H0 when:
Lower critical value ¢ test statistic ¢ Upper critical value

The critical values for this two tailed z-test at the 5% significance level are ± za/2.

 which equals ±1.96. Therefore we:

Reject H0 when:
Test statistic < -1.96
Test statistic > 1.96

Fail to reject H0 when:
-1.96 ¢ test statistic ¢ 1.96

Step 5: Calculate the test statistic

Step 6: Make a decision regarding the hypothesis

The z-stat of -1.8 lies in the region where we fail to reject the null hypothesis. At
the 5% significance level, we fail to reject the claim made by the manufacturer
that the average life of its batteries equals 30 hours. The average battery life of
the sample is close enough to the advertised battery life.

We could also have used the t-test for this test as the sample size is greater than 30 and
the population variance is unknown. If we were to use the t-test the test statistic would
be the same and the critical values would be only slightly different. Therefore, the
conclusion of the t-test would be the same as that of the z-test.

x - µ0
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So far, we have been testing hypotheses relating to the mean of a single population. In practice
however, we might want to test if there is a difference between the means of two populations.

Pay careful attention to the wording of the LOS. You are only required to identify the appropriate test-
statistic (z-stat, t-stat, chi-square stat or the F-stat) and interpret the results for all the hypothesis tests
that follow. Don’t be intimidated by the complicated formulas. You do NOT have to know them. Just
know which test to apply in each case. Our summary tables should help you identify the appropriate
test statistic, and the examples will provide you with an understanding of how to interpret the results
of the tests.

LOS 11g: Identify the appropriate test statistic and interpret the results for
a hypothesis test concerning the equality of the population means of two at
least approximately normally distributed populations, based on independent
random samples with 1) equal or 2) unequal assumed variances.
Vol 1, pg 534-538

Tests Relating to the Mean of Two Populations

      ¶ In one type of test we assume that the variance of the two populations is equal.
      ¶ In the other type of test we assume that the population variances are unequal

Note: Both tests require that the populations are normally distributed and that samples are
independent.

Hypotheses describing the tests of means of two populations can be structured as:

      ¶ H0: µ1 - µ2 = 0 versus Ha: µ1 - µ2 ¸ 0 when we want to test if the two populations’ 
means are not equal.

      ¶ H0: µ1 - µ2 ² 0 versus Ha: µ1 - µ2 < 0 when we want to test if the mean of Population
1 is less than the mean of Population 2.

      ¶ H0: µ1 - µ2 ¢ 0 versus Ha: µ1 - µ2 > 0 when we want to test if the mean of Population
1 is greater than the mean of Population 2.

-z-critical x +z-criticalµ0

0
30

Reject H0 Reject H0Fail to reject H0

+1.96-1.96

n = 81
s = 5

-1.8
29

a/2 = 2.5% a/2 = 2.5%

Standardized values
Actual values
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Tests for Means when Population Variances are Assumed Equal

In tests where it is
2
assumed that the means of the two populations are equal, we use the

pooled variance (sp) in the calculation of the t-stat. The test statistic, the pooled variance, and
the degrees of freedom for the t-test are calculated as follows:

Where:

Both the tests for
equality of means of
two populations have
the difference in
sample means in the
numerator.

Both are t-tests.

   
2s1 = variance of the first sample

n2 = number of observations in second sample

n1 = number of observations in first sample

degrees of freedom = n1 + n2 -2

   
2s2 = variance of the second sample

Example 8: Tests for Means when Population Variances are Assumed Equal

In this example, we test for the equality of returns on the FTSE across two decades. While
there appears to be a substantially higher return during the 1960’s, we want to determine
if the difference was statistically significant at the 10% level of significance. We will
assume that the variances for returns in the two decades are equal.

Solution

H0: µ1 - µ2 = 0 The mean returns across the decades are equal.
Ha: µ1 - µ2 ¸ 0 The mean returns across the decades are unequal.

Where:
µ1= mean return in the 1950s
µ2= mean return in the 1960s

Decade

1950s
1960s

Number of Months

110
110

Mean Monthly Return
(%)

0.680
1.570

Standard Deviation
(%)

5.598
5.738
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Since we are testing whether the difference between the means is different from zero, this
is a two-tailed test. The critical t-values at the 10% level of significance with 218 (110 +
110 - 2) degrees of freedom are -1.653 and +1.653.

The t-statistic of -1.165 falls within the range between -1.653 and +1.653. Therefore, we
fail to reject the null hypothesis. At the 10% level of significance, we fail to reject the null
hypothesis that the mean return on the FTSE was equal during the 1950’s and the 1960’s.

      ¶ We would fail to reject the null hypothesis if the test statistic falls between -1.653
and +1.653. (-1.653 ¢ t-stat ¢ +1.653)

      ¶ We would reject the null if the test statistic lies more 1.653 standard deviations 
below the mean or more than 1.653 standard deviations above the mean. Reject 
if t-stat < -1.653 or t-stat > +1.653

Since we are assuming that the variances of the two populations are the same, we use the
pooled variance to calculate the t-stat.

Level of Significance for One-Tailed Test
df 0.1 0.05 0.025 0.01 0.005 0.0005

Level of Significance for Two-Tailed Test
df 0.2 0.1 0.05 0.02 0.01 0.001

120
200

¤

1.289
1.286
1.282

1.658
1.653
1.645

1.980
1.972
1.960

2.358
2.345
2.326

2.617
2.601
2.576

3.373
3.340
3.291
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Tests for Means when Population Variances are Assumed Unequal

In hypothesis tests where it is assumed that the variances of the two populations are unequal,
the test statistic and the degrees of freedom for the t-test are calculated as follows:

t-stat-ta/2, 218

0

Reject H0 Reject H0Fail to reject H0

+1.653-1.653

n1 = 110
n2 = 110
a  = 0.1
df = 218

-1.165

a/2 = 5% a/2 = 5%

+ta/2, 218

t-stat

   
2s1 = variance of the first sample

n2 = number of observations in second sample

n1 = number of observations in first sample

   
2s2 = variance of the second sample

Where:

Example 9: Tests for Means when Population Variances are Assumed Unequal

The table below details the average recovery rates for senior debt holders in financial and
pharmaceutical companies in bankruptcy over the last 2 years. We want to know whether
there was a difference between the recovery rates for investors in financial sector and
pharmaceutical sector debt at the 10% level of significance.

Financial Sector Pharmaceutical Sector

Number of
Observations

31

Average Price

$74.42

Standard
Deviation

$24.03

Number of
Observations

74

Average Price

$65.75

Standard
Deviation

$35.17
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Solution

We assume that the variances of the recovery rates for investors in financial sector and
pharmaceutical sector debt are not equal. The data also suggests that the variances are
unequal.

H0: µ1 - µ2 = 0 There were no differences in recovery rates across the two sectors.
Ha: µ1 - µ2 ¸ 0 There were differences in recovery rates across the two sectors.

t-stat-ta/2, 80

0

Reject H0 Reject H0Fail to reject H0

+1.664-1.664

s1 = 24.03
s2 = 35.17
n1 = 31
n2 = 74
a = 0.1
df = 80

1.4584

a/2 = 5% a/2 = 5%

+ta/2, 80

t-stat
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The closet figure to 83.4 that we find in the t-table is 80. For a =0.10, we find ta/2= ±1.664
(this is a two-tailed test).

The test statistic (1.4584) is less that the upper critical t-value of +1.664. At the 10% level
of significance, we fail to reject the null hypothesis that the mean recovery rates on
investments in financial and pharmaceutical sector bonds were equal.

LOS 11h: Identify the appropriate test statistic and interpret the results for
a hypothesis test concerning the mean difference of two normally distributed
populations (paired comparisons test). Vol 1, pg 538-542

When the samples of the two populations whose means we are comparing are dependent,
the paired comparisons test is used. Dependence can result from events that affect both
populations. For example, observed returns on two stocks over time are influenced by market
and economic conditions. Remember that in order to conduct a paired comparisons test, the
populations must be normally distributed. The hypotheses are structured as follows:

H0 : µd = µdz

Ha : µd ¸ µdz

Where:
µd = mean of the population of paired differences.
µdz = hypothesized mean of paired differences, which is usually zero.

For the paired comparisons test, the t-stat with n-1 degrees of freedom is computed as

Where:
 d   = sample mean difference
 sd  = standard error of the mean difference=
 sd  = sample standard deviation
 n   = the number of paired observations

Example 10: Paired Comparisons Test

A researcher is trying to ascertain whether there is a difference in the annual returns on
two investment strategies. Specifically, he is analyzing the return on a buy-and-hold
strategy on the FTSE versus the return on the top ten dividend yielding stocks on the
FTSE over the last 40 years. Determine whether the returns on the two strategies are
different at the 1% level of significance.

Strategy
Buy and hold entire FTSE
Top 10 dividend yielding
stocks on FTSE
Difference

Mean Return
17.66%
14.71%

2.95%

Standard Deviation
19.50%
15.54%

6.71% (sample standard
deviation of differences)
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The table below summarizes the important concepts that you should bear in mind from the
examination perspective. We highly doubt that any question testing the ability of financial
analysts would entail memorizing the complicated formulas above and performing tedious
calculations. However, questions related to recognizing the test appropriate to verify the
hypotheses, the test statistic, and drawing conclusions given the critical values and the test
statistic are fair game.

Solution

The paired comparisons test must be used because both the populations that we are
studying (various stocks listed on the FTSE) are influenced by economic conditions in
the U.K., and are therefore, not independent.

H0 : µd = 0
Ha : µd ¸ 0

The test-statistic is calculated as follows:

This is a two-tailed test. The critical t-values with 39 degrees of freedom at a 1% significance
level are -2.704 and +2.704. Our calculated test statistic (2.78) lies above the upper critical
value. Therefore, at the 1% level of significance we reject the null hypothesis of no
difference, and conclude that there is a statistically significant difference in the returns
on the two strategies over the last 40 years.

t-stat-ta/2, 40 µdz

Reject H0 Reject H0Fail to reject H0

+2.704-2.704

a = 0.01
n = 40
df = 39

2.781

a/2 = 0.5% a/2 = 0.5%

+ta/2,  80

0
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Population
distribution

Normal

Normal

Normal

Relationship
between
samples

Independent

Independent

Dependent

Assumption
regarding
variance

Equal

Unequal

N/A

Type of test

t-test pooled
variance

t-test with
variance not
pooled

t-test with
paired
comparisons

LOS 11i: Identify the appropriate test statistic and interpret the results for
a hypothesis test concerning 1) the variance of a normally distributed population
Vol 1, pg 542-544

So far in this reading we have been testing hypotheses relating to means. Sometimes we may
need to perform tests on the variance of normally distributed populations. We use s2 to
represent the population variance and s0

2 to denote the hypothesized value of the population
variance.

Tests relating to the variance of normally distributed populations can be one-tailed or two
tailed:

One-tailed tests:

Two-tailed tests:

Hypothesis tests concerning the mean of two populations.

H0 : s ¢ s0  versus Ha : s > s0       When testing whether the population variance is greater than
the hypothesized variance

2 2 2 2

H0 : s ² s0  versus Ha : s < s0      When testing whether the population variance is lower than
the hypothesized variance

2 2 2 2

H0 : s = s0  versus Ha : s ¸ s0       When testing whether the population variance is different 
from the hypothesized variance

2 2 2 2

Hypothesis tests for testing the variance of a normally distributed population involve the use
of the chi-square distribution, where the test statistic is denoted as    . Three important features
of the chi-square distribution are:

      ¶ It is asymmetrical.
      ¶ It is bounded by zero. Chi-square values cannot be negative.
      ¶ It approaches the normal distribution in shape as the degrees of freedom increase.

To understand how to read the chi-square table, consider a two-tailed chi-square test with
20 degrees of freedom at the 5% significance level. As shown in Table 1, the critical chi-
square values are 9.591 (lower bound) and 34.170 (upper bound). chi-square values correspond
to the probabilities in the right tail of the distribution. A two-tailed chi-square test at the 5%
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The chi-square test statistic is calculated as:

A chi-square test simply involves comparing the test statistic to the critical chi-square values
given the level of significance and the degrees of freedom.

Figure 2: Example Chi-Square Test

95%a/2 = 2.5%

Reject H0 Reject H0Fail to reject H0

34.179.591

a = 0.05
df = 20

a/2 = 2.5%

Where:
n   = sample size
s2   = sample variance
     = hypothesized value for population variance2s0

significance level requires a 2.5% probability in each tail. The upper tail of 34.17 is calculated
as the critical value (assuming 20 degrees of freedom) that has 2.5% probability to its right.
The lower bound of 9.591 is calculated as the critical value that has a 97.5% probability to
its right (which effectively means 2.5% to its left).

Table 1: Chi-Square Table Extract

df 0.99 0.975 0.95 0.9 0.1 0.05 0.025 0.01 0.005

19
20

21
22
23
24
25

7.633
8.260

8.897
9.542
10.196
10.856
11.524

8.907
9.591

10.283
10.982
11.689
12.401
13.120

10.117
10.851

11.591
12.338
13.091
13.848
14.611

11.651
12.443

13.240
14.041
14.848
15.659
16.473

27.204
28.412

29.615
30.813
32.007
33.196
34.382

30.144
31.410

32.671
33.924
35.172
36.415
37.652

32.852
34.170

35.479
36.781
38.076
39.364
40.646

36.191
37.566

38.932
40.289
41.638
42.980
44.314

38.582
39.997

41.401
42.796
44.181
45.559
46.928
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Example 11: Hypothesis Test Concerning the Variance of a Normally Distributed
Population.

Test the accuracy of a claim made by ZX Associates that the investment strategies they
follow result in standard deviation of monthly returns of 5%. Use the 5% level of
significance. ZX performance data for the last 25 months has a standard deviation of 5.2%.

Conclusion: The chi-square test statistic (25.96) falls within the range between the critical
values (12.401 to 39.364). Therefore, we fail to reject the null hypothesis that the standard
deviation of returns on ZX’s strategy equals 5%. The 25-month sample’s standard deviation
is close enough to the advertised standard deviation of 5% at the 5% level of significance.

Solution

We are testing whether the variance of returns is different from 0.0025, the hypothesized
variance.

H0 : s  = 0.0025
Ha : s  ¸ 0.0025

Degrees of freedom = 25 – 1 = 24

The critical chi-square values at the 5% significance level with 24 degrees of freedom for
a two-tailed test are 12.401 and 39.364.

The chi-square test statistic is calculated as:

2

2

95% a/2 = 2.5%a/2 = 2.5%

Reject H0 Reject H0Fail to reject H0

39.36412.401

a = 0.05
df = 24

25.96

    2c
    2c crit

    2c crit
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LOS 11i: Identify the appropriate test statistic and interpret the results for
a hypothesis test concerning 2) the equality of the variances of two normally
distributed populations, based on two independent random samples.
Vol 1, pg 544-547

Two-tailed tests:

The test statistic for the F-test is given by:

Note: Always put the larger variance in the numerator when calculating the F-test statistic.
Also note that the F-stat is simply the ratio of the two samples’ variances

Features of the F-distribution:

      ¶ It is skewed to the right
      ¶ It is bounded by zero on the left
      ¶ It is defined by two separate degrees of freedom

The rejection region for any F-test, whether it be one-tailed or two-tailed, always lies in the
right tail. This unique feature makes the F-test different from all the other hypothesis tests
that we have performed.

H0 : s1 ¢ s2  versus Ha : s1 > s2
2 2 2 2

H0 : s1 ² s2  versus Ha : s1 < s2
2 2 2 2

H0 : s1 = s2  versus Ha : s1 ¸ s2
2 2 2 2

Where:

= variance of Population 1
= variance of Population 2

2s1
2s2

Where:
    = Variance of sample drawn from Population 1
    = Variance of sample drawn from Population 2

2s1

2s2

Hypotheses related to the equality of the variance of two populations are tested with an F-
test. This test is used under the assumptions that:

      ¶ The populations from which samples are drawn are normally distributed.
      ¶ The samples are independent.

Hypothesis tests concerning the variance of two populations can be structured as one-tailed
or two-tailed tests:

One-tailed tests:
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Example 12: Hypothesis Test for Equality of Variances

Susan is examining the earnings of two companies. She is of the opinion that the earnings
of Company A are more volatile than those of Company B. She obtains earnings data for
the past 31 years for Company A, and for the past 41 years for Company B. She finds
that the sample standard deviation of Company A’s earnings is $4.40 and that of Company
B’s earnings is $3.90. Determine whether the earnings of Company A have a greater
standard deviation than those of Company B at the 5% level of significance.

Solution

The critical value from F-table equals 1.74. We will reject the null hypothesis if the F-
stat is greater than 1.74.

The F-statistic (1.273) is not greater than the critical value (1.74). Therefore, at the 5%
significance level we fail to reject the null hypothesis.

H0 : sA ¢ sB
2 2

2 2Ha : sA > sB

= The statement that we are trying to reject.
= The statement that we are trying to validate (i.e. the variance of Company
   A’s earnings is greater).

= variance of Company A’s earnings.
= variance of Company B’s earnings.

2sA

2sB

Note: sA > sB . In calculating the F-test statistic, we always put the greater variance in the
numerator.

2 2

dfA = 31 - 1 = 30
dfB = 41 - 1 = 40

F = 1.273

Table 2: F-Table Extract

Degrees of freedom for the numerator are along the top row in bold, and degrees of
freedom for the denominator are along the left most column in bold

Calculation of F-test statistic

30

40
60

24
1.89

1.79
1.70

30
1.84

1.74
1.65

40
1.79

1.69
1.59
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Hypothesis tests concerning the variance.

LOS 11j: Distinguish between parametric and nonparametric tests and
describe the situations in which the use of nonparametric tests may be
appropriate. Vol 1, pg 548-552

A parametric test has at least one of the following two characteristics:
      ¶ It is concerned with parameters, or defining features of a distribution.
      ¶ It makes a definite set of assumptions.

The hypothesis tests that we have conducted in this reading were all parametric tests because
we used the mean and variance (population parameters) to define the normal distribution.
Further, we also assumed that the populations followed a normal distribution.

A non-parametric test is not concerned with a parameter, and makes only a minimal set of
assumptions regarding the population. Non-parametric tests are used when:
      ¶ The researcher is concerned about quantities other than the parameters of the 

distribution.
      ¶ The assumptions made by parametric tests cannot be supported.
      ¶ When the data available is ranked. For example, non-parametric methods are widely

used for studying populations such as movie reviews, which receive one to five stars
based on people’s preferences.

Often the results of parametric and non-parametric tests are both presented. This allows the
reader to gauge how sensitive the conclusions are to the assumptions underlying the parametric
tests. If the assumptions made under the parametric test are met, the use of parametric tests
is preferred because they usually offer more crisp and reliable conclusions.

95% a = 5%

Reject H0Fail to reject H0

1.74

a = 0.05
dfA = 30
dfB = 40

F-criticalF-stat
1.273

Hypothesis Test Concerning

Variance of a single, normally distributed
population

Equality of variance of two independent,
normally distributed populations

Appropriate test statistic

Chi-square stat

F-stat


